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Abstract 

At 15:11:07 (UTC) on 21 October 2023, a ML 5.0 (MW 4.7) earthquake occurred in Victoria’s Otway 
Ranges, approximately 10 km NW of the town of Apollo Bay. In the days that followed, University 
of Melbourne researchers deployed six aftershock-monitoring stations, with concurrent data 
available from five of them. We apply a pretrained machine-learning phase-picking toolkit to 
continuous waveform records over the ~10-week period through the end of 2023. Using geometric 
event association and additional residual thresholding (RMS) we identify a catalog of ~ 100 
events, concentrated in a cluster with a radius of ~ 2 km. We apply a hybrid Bayesian–
deterministic inversion framework to develop an optimal 1-D velocity model. Single-event 
relocation using the optimized velocity model places the median aftershock depth at 
approximately 6.5 km, with a pronounced upper limit in seismicity near 4 km depth. Cross-
correlation-based clustering distinguishes two primary groups of events. The more strongly 
correlated of these, Cluster 2, exhibits a geometric consistency with a nodal plane of the 
mainshock focal mechanism: in plan view, this cluster defines a diffuse linear zone that aligns 
with the inferred strike, while in cross-section it concentrates into a narrow, near-vertical band of 
seismicity. 

1 Regional context and significance 

The Otway Basin forms part of the extended passive-margin crust that developed during the 
breakup of Gondwana. Neogene to Quaternary inversion of these Mesozoic basins produced 
broad anticlines, monoclines, and locally reverse faults that define the present-day Otway and 
Strzelecki Ranges [Hill et al., 1994, Perincek and Cockshell, 1995, Sandiford, 2003, Wallace et 
al., 2005]. These regions constitute a distinct seismicity source domain (i.e., D6) within the 
framework of Clark et al. [2011]. 
From a seismic hazard perspective, the Otway and Strzelecki Ranges each contain identified 
neotectonic faults, with individual fault lengths capable of hosting earthquakes of up to ~ 
magnitude 7.0 [Brown et al., 2001]. At ML = 5.0, the Apollo Bay earthquake represents the largest 
historical onshore event within the Otway Ranges, and indeed the only recorded event exceeding 
ML 4.0. In contrast, the Strzelecki Ranges have experienced four earthquakes of ML > 5.0 and at 
least fourteen additional events above ML 4.0 in the historical record (excluding aftershocks). 
Thus, despite their broadly similar geological, tectonic, and morphological characteristics, the 
Otway and Strzelecki Ranges display markedly different patterns of historical seismicity. 
Much of the topography and seismic activity in the region can be understood within the framework 
of Neogene-to-recent neotectonic inversion. However, present-day stress data from the Otway 
Basin are complex, with evidence for strike-slip and even normal-faulting stress regimes at 
different stratigraphic levels within the basin sequence [Tassone et al., 2017]. Several 
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explanations may account for this diversity, including depth-dependent horizontal strength 
variations, or a secular regional shift from a reverse-faulting regime toward a predominantly strike-
slip regime within the past ca. one million years [Tassone et al., 2017]. Current stress estimates 
rely mainly on borehole measurements acquired within the sedimentary basin, with no focal 
mechanism data available from the underlying basement. The Apollo Bay earthquake 
consequently offers an important new constraint on the contemporary stress regime. 
As in much of Australia, the permanent seismic network in Victoria is sparse, leading to limited 
depth resolution for most earthquake locations. In this context, dedicated aftershock monitoring 
plays an important role in constraining the depths, spatial dimensions, and candidate fault 
networks associated with the mainshock. This paper summarises the aftershock sequence 
recorded from roughly 40 hours to ten weeks after the Apollo Bay earthquake. 

2 Event sequence and instrument deployment 

The Apollo Bay Earthquake occurred at approximately 02:11:07 AEST on 22 October 2023 (21 
October 2023 15:11:07 UTC). The earthquake caused localised damage, with at least one house 
condemned and numerous reports of structural cracking, toppled household items, and damaged 
chimneys. Several concrete water tanks failed when their sides were fractured. Felt reports 
submitted to Geoscience Australia (GA) indicate that the event was widely experienced across 
central and southwestern Victoria, as well as on King Island in Bass Strait. Over the following 4 
month period, the GA catalog reports seven probable aftershocks, five of which occurred within 
the first 40 hours-before the University of Melbourne aftershock monitoring network was deployed. 
Details from the GA event record (ID: ga2023uszzah) are shown in Figure 1. The epicenter 
occurred in close to proximity to the Johanna Fault, an identified neotectonic feature [Allen et al., 
2020]. The mainshock focal mechanism indicates near-pure strike-slip motion, with nodal planes 
dipping at approximately 88o and 84o. The P-axis is oriented NNW, broadly consistent with the 
regional maximum horizontal compressive stress orientation.  Neither of the nodal planes aligns 
closely with the proximal mapped faults in the Neotectonic Features Database (black lines Figure 
1). Figure 1 also shows the aftershocks relocated by the University of Melbourne, as described in 
this study, which are centered approximately 3 km to the SE of the GA mainshock epicenter. 
The first University of Melbourne field stations were deployed approximately 40 hrs after the 
mainshock, on 23 October 2023. Triangles in Figure 1. show the station locations. The first 
continuous waveform data were recorded at ABM17 at approx. 06:00 UTC (17:00 AEST). Further 
information about the deployment can be found on the AuScope website. Table 1 summarizes 
the recorder and sensor configuration at each site. The network includes both short-period and 
broadband stations. 
 

Table 1: Summary of Apollo Bay temporary network sites and instrumentation. 

Site Recorder Sensor Nat. Period (s) 
ABM1Y Gecko Trillium PH 60 
ABM2Y EchoPro CMG-6T-1 1 
ABM3Y Gecko Trillium PH 60 
ABM4Y Gecko CMG-6T-1 1 
ABM5Y^ EchoPro Trillium PH 60 
ABM6Y∗ Gecko Trillium PH 60 
ABM7Y∗∗ Gecko CMG-6T-1 1 

^ Early files up until (2023/11/05) are MiniSEED; later files are SUDS. 
∗ Installed for one night only; data are very noisy. 
∗∗ First data on server appear on 2023/11/28. Site was apparently not recording correctly. This site has 
limited effect on gap angle but may improve depth constraints for later locations. 
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Figure 1: Aftershocks relocated by the University of Melbourne. Approximately 80 events are shown, out of 
92 identified by the end of 2023. Black lines indicate neotectonic faults from the Neotectonic Features 
Database. The aftershock sequence occurs between the Johanna Fault to the NW and the Castle Cove 
Fault to the South, the distance between these faults at the surface is approximately 5 km. The blue beach 
ball represents the Geoscience Australia moment tensor for the main shock. Triangles mark the University 
of Melbourne aftershock monitoring sites. See Table 1 for discussion. 

3 Methodologies summary 

3.1 Phase identification and association 

To identify earthquakes within the Apollo Bay aftershock sequence, we used PhaseNet [Zhu and 
Beroza, 2019] for phase picking and PyOcto [Münchmeyer, 2024] for event association, both 
accessed via the SeisBench Python package [Woollam et al., 2022]. PhaseNet is a deep-learning 
model designed to automatically detect the arrival times of primary (P) and secondary (S) seismic 
phases. When applied to three-component seismograms, PhaseNet outputs continuous 
probability traces for P, S, and noise classes, with the peaks of these probability functions 
corresponding to the most likely phase arrival times, as depicted in Figure 2. 
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Figure 2: General architecture of the PhaseNet deep neural network. The model takes, three-component 
seismograms sampled at 100 Hz (3 × 3001 input) and outputs three probability sequences for P-wave, S-
wave, and noise classes. Blue rectangles represent network layers, with dimensions shown as “channels 
× length”. The architecture includes four downsampling and four up-sampling stages connected by skip 
links (dashed boxes). Down-sampling uses one-dimensional convolution, while up-sampling employs 
deconvolution to restore sequence length. A final softmax layer yields normalized probabilities for each 
class. Figure adapted Zhu and Beroza [2019] 

PhaseNet was run in batch mode on daily waveform segments with intentionally low detection 
thresholds for both P and S phases to maximise sensitivity. These picks were first associated into 
events using Pyocto with a one-dimensional velocity model over the Apollo Bay monitoring area, 
resulting in 469 candidate events. We then apply root-mean-square (RMS) residual thresholding, 
with a value of 0.3 seconds to cull incoherent solutions and focus the catalog on the depth range 
of preliminary locations. The resulting catalog of ~ 100 events, forms the basis for subsequent 
relocation and analysis. As a qualitative demonstration of the phase-picking workflow, Figure A1 
compares a preliminary catalog compiled manually, vs events produced using our automated 
approach. This combination of machine learning–based phase picking and high-performance 
phase association represents a major advance over traditional, labour-intensive approaches to 
aftershock detection. 

3.2 Hybrid Bayesian-deterministic inversion framework 

Event locations were refined from the preliminary PyOcto solutions using a standard iterative, 
gradient-based relocation procedure. Instead of adopting a fixed velocity structure a priori, we 
initially located the catalog using a suite of twenty-three one-dimensional velocity models. These 
models were compiled by David Love and many originate with the Seismology Research Centre, 
and are available via our group’s GitHub repository (https://github.com/earthquake-research-
group/1d-velocity-models). 

Models that yield root-mean-square (RMS) residuals greater than 0.3 s were discarded and we 
aggregate the remaining models using an ensemble averaging approach, in which models were 
randomly sampled with probability weights inversely proportional to their RMS values. This 
procedure yields an ensemble solution with an RMS comparable to that of the single best-fitting 
model (VIC4A), while capturing the uncertainty associated with velocity model selection. This 
model is shown with a blue dashed line in Figure 3. 

We used the ensemble average model as a prior for a preliminary investigation of a mixed 
Bayesian–deterministic approach to event relocation and velocity model optimisation. In this 
framework, earthquake hypocentres are treated deterministically and refined through standard 
iterative methods, while uncertainty in the velocity model is handled probabilistically. This 
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separation allows the location problem to remain computationally efficient while accommodating 
epistemic uncertainty in the underlying Earth structure. 

We applied the Bayesian component to a single ‘target’ event, chosen based on magnitude, RMS, 
and depth criteria to ensure that ray paths sampled a broad portion of the volume of interest. The 
BayesBay package [Magrini et al., 2025] was used to implement a Markov chain Monte Carlo 
inversion with Metropolis–Hastings sampling, drawing approximately 100 000 realisations from 
the posterior distribution. The execution of this analysis took approximately 5 minutes minutes on 
a standard laptop. 

As currently described, the hybrid Bayesian–deterministic inversion framework serves as a proof 
of concept; here we optimized for a single event constrained only by P-wave traveltime misfits. 
The principal advantage of this framework is its scalability. It can readily be extended to include 
both P- and S-wave misfit criteria, to explore independent P- and S-wave velocity models 
simultaneously, and to perform joint inversions that integrate body-wave and surface-wave 
observations, i.e., dispersion measurements. Together, these extensions make the approach a 
promising pathway for future development. 

3.3 Cluster analysis through CC 

We quantified waveform similarity between events using pairwise cross-correlation coefficients. 
The resulting similarity matrix, shown in Figure A2, was used as input for hierarchical 
agglomerative clustering with a distance metric defined as D = 1 — CC. For further analysis, a 
distance threshold was chosen that results in three clusters. The similarity matrix reveals a distinct 
dark band along its upper and left-hand edges. These events comprise Cluster 1, which consists 
mainly of isolated or peripheral earthquakes that are spatially and temporally disconnected from 
the primary aftershock clusters. The remaining clusters (2 and 3) are associated with aftershock 
events. Cluster 2 is smaller and exhibits overall higher intra-event similarity, as indicated by the 
bright region in the upper left of Figure A2. It is recognised that the choice of cluster number is 
inherently arbitrary; our selection of N = 3 represents a parsimonious approach. By adopting N = 
3, we separate events that are (a) not associated with the main aftershock cluster and (b) 
subdivide the remaining events into two additional groups. Further refinement of these clusters is 
possible and may be warranted given the sub-cluster structure evident in Figure A2. This will be 
explored in future work, along with improved earthquake locations using relative relocation 
methods. 

3.4 Magnitude estimation 

We use an automated magnitude estimation procedure that windows each event around the 
estimated or theoretical S-wave arrival time (when no pick is available). The maximum amplitude 
from each channel is then measured, and a per-station local magnitude is computed as: 

ML = log10 (A × 2080) + log10(D) + 0.00301D + 0.7 (1) 

where A is the measured peak displacement amplitude in millimetres, and D is the hypocentral 
distance in kilometres. The constant multiplier of 2080 converts the measured displacement to an 
equivalent Wood–Anderson amplitude, while the linear attenuation term (0.00301D) and offset 
(0.7) account for regional attenuation effects. This formulation follows the conventional approach 
used in regional local magnitude (ML) calculations. 
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Figure 3: Results of the hybrid Bayesian–deterministic inversion framework used to refine the velocity 
model. Posterior sampling of the one-dimensional velocity structure is shown as a density map, illustrating 
the range and concentration of sampled models. The dashed blue line represents the ensemble-average 
prior model (based on pre-existing velocity models), the black line denotes the best-fitting reference 
model from the initial deterministic inversions, and the solid blue line shows the posterior median 
(ensemble median) model. The red band marks the depth range of the target event. 

4 Results 

4.1 Velocity model inversion 

The blue line shown in Figure 3 is referred to the posterior median velocity model represents the 
central estimate of the Bayesian inversion, summarizing the most probable velocity structure 
given the data and prior constraints. In this context, the posterior refers to the probability 
distribution of model parameters (i.e., Vp(z)) obtained after combining the observational data with 
prior information about the Earth’s structure. The posterior median velocity model is slightly faster 
than the prior at relevant depths, particularly near the hypocentral depth of the target event. At 
greater depths, the model converges toward the prior, reflecting the rapid loss of ray coverage 
and reduced data sensitivity in those regions. 
Figure 4 shows the depth and travel time residual (RMS) distributions for the events in the 
relocated catalog, each located using three different velocity models. The top row corresponds to 
the best of the pre-existing models (VIC4A), the middle row shows the ensemble average model 
that serves as the prior for the Bayesian inversion. The bottom row shows locations the ‘posterior 
median model’. The posterior median model reduces overall (median) RMS, for both the target 
event and also when applied to the entire catalog. In the latter case the posterior media achieves 
an RMS median of 0.051 (s) relative to the 0.054 for the prior. While this is only a modest 
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reduction, it must be remembered that the 1D velocity model is unlikely to completely eliminate 
misfits.  

4.2 Spatial and temporal distribution of events 

The distribution of aftershocks in plan view is shown in Figure 5. The events are coloured 
according to similarity-based clustering discussed in the previous section. The focal mechanism 
for the mainshock, has been translated to the centroid of aftershocks for comparison. Cluster 2 
(brown symbols) forms a diffuse zone oriented roughly parallel to the strike of the NNE nodal-
plane of the focal mechanism. Cluster 3 events are more diffuse in terms of their plan view 
distribution.  As noted in Section 3.3, further refinement of these clusters is possible and may be 
warranted given the sub-cluster structure evident in Figure A2. This will be explored in future work, 
along with improved earthquake locations using relative relocation methods. 
Figures 6 and 7 show vertical projections of the aftershock distribution. These views are intended 
to assess whether aftershocks coincide with faults related to the mainshock focal mechanism or 
regional mapped structures, though no a priori spatial relationship is assumed. 
In Figure 6, aftershock hypocentres are projected onto a plane orthogonal to the NNE–striking 
nodal plane of the mainshock focal mechanism (see Figure 5). In this projection, the primary 
aftershock Clusters (2 and 3) align in near-vertically oriented bands of seismicity with an apparent 
horizontal separation of ~ 1 km. 
In Figure 7, we project Cluster 3 events on to a plane orthogonal to the strike of the regional faults 
(i.e., looking ENE). When viewed in this cross-section, the distribution suggests a broadly tabular-
to-arcuate geometry dipping toward the southeast. This is consistent with the early conclusions 
reported on the AuScope website. The black lines indicate the approximate surface traces, and 
dip sense of the Johanna and Castle Cove faults relative to the aftershocks. It is difficult to 
reconcile the orientation of the Cluster 3 events with either of these structures. 

4.3 Magnitude distribution 

Figure 8 shows the standard frequency-magnitude distribution associated the Gutenberg-Richter 
relationship, for the aftershocks located in this study. A qualitative estimate of the magnitude of 
completeness at ML ≈ 1.0 yields a slope (b-value) of approximately 0.9. 

It is of interest to consider how pick qualities scale with magnitude. Figure A3 shows the 
normalized PhaseNet pick probabilities as a function of estimated local magnitude. Each point 
represents the average normalized pick probability across all stations for a given event. 
Probabilities were normalized per station to account for relative detection sensitivity. As expected, 
pick probabilities increase with increasing magnitude, with a noticeable change in behaviour near 
ML ≈ 0.5, where low-probability picks become more frequent. The current catalog is estimated to 
be complete above ML ≈ 1.0 (as shown in Figure 8). These results suggest that reliable detections 
may extend down to about ML = 0.5. 
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Figure 4: Root-mean-square (RMS) misfit and depth distributions for all events in the Apollo Bay aftershock 
catalog, computed using three different velocity models. The top row shows results for the best-performing 
reference model from the deterministic inversions, the middle row shows the ensemble-average of pre-
existing models used as the prior for the Bayesian inversion, and the bottom row presents the posterior 
median model sampled at the same depth intervals as the ensemble average. 
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Figure 5: Plan view of relocated aftershock epicentres coloured by cluster membership. Within the 
epicentral region—defined as a few kilometres around the centroid of the aftershock sequence—events 
are dominated by Cluster 2 and Cluster 3, with only a small number of Cluster 1 events. The focal 
mechanism shown is the Geoscience Australia solution for the mainshock, repositioned to coincide with 
the centroid of the aftershock cluster. This provides a geometric reference for potential fault-plane 
orientations, under the assumption that the aftershocks occurred on or near the same fault that ruptured 
during the mainshock. 
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Figure 6: Cross-section of aftershock hypocentres projected onto a plane orthogonal to the north–
northeast–striking nodal plane of the mainshock focal mechanism. The projection reveals two vertically 
oriented bands of seismicity with an apparent horizontal separation. Cluster 2 - brown symbols, right-hand 
side- corresponds to the group of events identified in plan view as aligning with the nodal-plane strike. 
From this perspective, Cluster 3 exhibits a broadly similar orientation and depth distribution, particularly 
between 4 km and 8 km depth. Cluster 3 becomes more diffuse below approximately 8 km depth, with 
event trending toward the SE. 

 

 
Figure 7: Cross-section of relocated aftershock hypocentres projected onto a northwest–southeast-
oriented plane. The distribution is almost entirely dominated by Cluster 2 and Cluster 3 events (see 
previous figure for cluster colour scheme). The dense concentration of aftershocks forms a diffuse zone 
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that terminates sharply at a depth slightly greater than 4 km. Although somewhat scattered, the sequence 
exhibits a subtle southeastward dip (positive direction along the profile axis). When extrapolated to the 
surface, this orientation would intersect near the mapped trace of the Johanna Fault, suggesting a 
possible structural connection. 

 

 
Figure 8: Figure shows the standard frequency-magnitude distribution associated the Gutenberg-Richter 
relationship, with the logarithm of the cumulative number of earthquakes above a given magnitude plotted 
against local magnitude. 

5 Discussion 

5.1 Summary and validation of workflows 

In this study we deployed a largely automated workflow for earthquake detection and location that 
combines PhaseNet for arrival picking, PyOcto for event association, and a hybrid Bayesian–
deterministic scheme for velocity-model optimization. This provides a scalable foundation for 
future work incorporating all events into a joint P- and S-wave inversion, or integrating ambient-
noise-derived dispersion measurements for joint surface-wave and body-wave inversion. 

5.2 Spatial characteristics of sequence 

In analysing the spatial characteristics of aftershocks, there is an inherent ambiguity as to whether 
we are observing a sequence of small reactivations along the main fault—perhaps slip-deficient 
asperities that did not rupture during the mainshock—or whether the aftershocks predominantly 
occurred within the surrounding host rock [Yukutake and Iio, 2017]. 
When projected onto a plane orthogonal to the north–northeast–striking nodal plane, the 
distribution reveals two subvertical clusters whose spatial separation is also strongly reflected in 
the waveform-similarity-based clustering. This aspect of the aftershock distribution is broadly 
consistent with the geometry inferred for the mainshock focal mechanism, that is, a pattern of 
afterslip on–or adjacent to–a subvertical fault. Overall, the aftershock locations remain diffuse, 
making it difficult to draw firm conclusions about the geometry of potential structures at depth. 
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Relative location methods and the development of focal mechanisms will be important for making 
further progress on these issues. 
At this stage, our strongest conclusions regarding the spatial characteristics concern the depth 
range—in particular, the concentration of events between 4 km and 8 km, and the abrupt 
termination of seismicity above approximately 4 km. 

5.3 Implications for Seismic Hazard 

The hypocenter locations presented here, based on our optimized velocity model, indicate a 
median aftershock depth of approximately 6.5 km, which is shallower than the 10 km (fixed depth) 
reported by GA. This shallower depth may partly explain the observed intensity and level of 
damage in the hypocentral region. While it is possible that the aftershocks located in this study 
are systematically shallower than the mainshock, their distribution suggests this was a relatively 
shallow earthquake compared with other significant Victorian events. For instance, Attanayake et 
al. [2019] estimated the depth of the ML 5.4 Moe– Thorpdale earthquake at approximately 18 km 
(see their Table 1 for additional source depths of significant Victorian earthquakes). 
Our results suggest a possible relationship between basement depth and rupture extent. Although 
constraints on basement depth beneath the Otway Ranges are limited, the regional model of 
McLean et al. [2024] indicates that the basement shallows to approximately 3–4 km near the 
eastern onshore margin. This inferred depth range is consistent with the upper termination of the 
aftershock sequence. 

5.4 Future Work 

Future work will focus on three main areas: refining the velocity models to improve hypocentral 
accuracy and enable advanced detection methods such as migration and stacking; re-examining 
event locations using double-difference techniques to enhance relative precision; and developing 
focal mechanism and Coulomb stress analyses. Given the limited five-station network, focal 
mechanisms will incorporate amplitude ratios to supplement first-motion data, allowing cluster-
based inversions to test whether the two primary event groups reflect distinct faulting styles or 
structural domains within the sequence. 

6 Conclusions 

The ML 5.0 Apollo Bay earthquake represents the first recorded event above magnitude 4 in the 
Otway Ranges. The epicenter occurred in close to proximity several mapped faults with inferred 
neotetonic activity. We applied an automated identification/location methodology, incorporating 
velocity-model optimization, to study the aftershock sequence over a 10-week period following 
the main shock. Our results constrain most aftershocks to depths between 4 km and 8 km, with a 
median depth of approximately 6.5 km—significantly shallower than the 10 km fixed depth 
reported in the Geoscience Australia catalog and shallower than other major Victorian 
earthquakes, particularly those in the Strzelecki region. The shallow aftershock depths also help 
explain some of the observed damage in the hypocentral region. 
Using waveform similarity, we identify two main clusters within the aftershock sequence. These 
exhibit broad geometric consistency with the nodal plane of the mainshock’s focal mechanism, 
forming sub vertical bands in cross-section. Further work is required to better constrain the 
geometries of these clusters and to develop focal mechanisms that can assess the degree 
consistency with the mainshock as well as potential differences between clusters. 
The study highlights several avenues for future research, including joint inversion of body-wave 
and surface-wave data within a Bayesian framework, particularly suited to dense after-shock 
arrays that include instruments capable of recording the relevant body-wave periods. 
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A Additional Figures and Analyses 
 

Figure A1: Figure shows the weekly number of events identified using the methods described in this 
paper, compared with a preliminary catalog (compiled by author A.J). Both datasets exhibit a temporal 
decay consistent with the expected fall-off in event frequency. 
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Figure A2: Figure A2 shows a hierarchical cluster map of pairwise waveform cross-correlation coefficients 
between events. Rows and columns are ordered according to the hierarchical clustering, highlighting 
groups of events with high waveform similarity. 
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Figure A3: Figure shows the normalized PhaseNet pick probability as a function of estimated local 
magnitude. Each point represents the average normalized pick probability across all stations for a given 
event. Probabilities were normalized per station to account for relative detection sensitivity. 
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